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Problem	Statement

• There	exist	multiple	anonymization	models/schemes
• How	can	we	test/compare	the	Robustness	of	different	anonymization	
techniques/models?
• Key	issue	for	the	GDPR

• How	can	a	Data	Protection	Authority	validate	Anonymization	
schemes?



The	WP29	Recommendations	[wp29]
The	opinion	provides	two	options	to	check	that	a	Dataset	is	anonymized:	
1.	Your	dataset	has	none	of	the	following	property:
– Singling	out:	possibility	to	isolate	some	records	of	an	individual	in	the	
dataset;	
– Linkability:	ability	to	link,	at	least,	two	records	concerning	the	same	data	
subject	or	a	group	of	data	subjects	(in	the	same	database	or	in	two	different	
databases);	
– Inference:	the	possibility	to	deduce,	with	significant	probability,	the	value	of	
an	attribute	from	the	values	of	a	set	of	other	attributes	
OR	
2.	Make	analysis	of	re-identification risk.

[wp29]	Article	29	Working	 Party,	Opinion	 No.	05/2014	on	Anonymization	 Techniques,	 April	2014.

Id
en

tit
y	

in
fe
re
nc
e



Some	Remarks
1. The	first	option	is	much	stronger	than	the	second	option

• In	the	first	option,	you	should	show	that	the	scheme	prevents	any	attribute	
inference!
• While	the	second	option	“only”	deals	about	re-identification!

2. The	3	criteria	are	neither	necessary…
• For	example,	Google	RAPPOR	scheme	(DP	local	model)	does	not	satisfy	
singling-out	and	linkability,	but	it	is	believed	to	be	robust	(based	on	
Differential	Privacy)

• …	nor	effective
• Preventing	any	kind	of	inferences,	basically	mean	no	data	utility	[	6]!

3. The	Opinion	combines	two	types	of	disclosure	that	are	usually	not	combined	
together	[6]
• Identity	inferences	(singling-out	and	linkability)	and	attribute	 inferences
• …and	therefore	combines	data	de-identification	and	data	anonymization

[6]	K.	El	Eman and	C.	Alvarez.	“A	critical	appraisal	 of	the	Article	29	Working	 Party	Opinion	 05/2014	 on	data	anonymization	
techniques	 “,	2014.



Identity	versus	Attribute	Inferences
• Identity	Inferences:	recover	the	identity	of	the	anonymized	records
• Attribute	Inferences:	given	an	identity,	recover	some	of	the	attributes

• El	Eman and	Alvarez	[6]	argue	that:
• Since	the	regulation	deals	about	de-identification	 and	preventing	attribute	
inferences	leads	to	useless	 data…
• we	should	only	focus	on	identity	inference	and
• Attribute	Inferences	should	be	dealt	by	Ethical	committee	separately!

• It	really	depends!	
• We	agree		if	the	GDPR	and	WP29	only	recommend	de-identification
• Although	attribute	inference	can	still	help	re-identification.

• But	if	the	GDPR	really	recommends	data	anonymization
• We	argue	that	the	only criteria	that	matters	is	attribute	inference!

[6]	K.	El	Eman and	C.	Alvarez.	“A	critical	appraisal	 of	the	Article	29	Working	 Party	Opinion	 05/2014	 on	data	anonymization	
techniques	 “,	2014.



Data	De-Identification	versus	Data	Anonymization
• De-Identification:Direct	and	known	indirect	identifiers	have	been	removed	or	
manipulated	to	break	the	linkage	to	real	world	identities	(ex:	k-anonymity).
• Often	still	micro-data

• Data	Anonymization: Direct	and	indirect	identifiers	have	been	removed	or	
manipulated	together	with	mathematical	and	technical	guarantees	to	prevent	re-
identification	(ex:	Diff.	Privacy).	[FPF]
• Very	hard	to	publish	micro-data	(except	synthetic	data)
• Often	aggregated	data,	histograms	or	distributions…

[FPF]	A	visual	Guide	to	Practical	Data	De-Identification	(	specifies	 pseudo	 versus	 de-identified	 vs	anonymized)



Identity	Inference	and	Data	Anonymization
•What	does	it	mean	to	recover	the	identity	of	some	noisy	data,	a	
distribution	or	synthetic	data?
• Re-identification	is	a	non-sense for	data	anonymization!
• Re-identification	only	makes	sense in	the	context	of	data	de-
identification	and	pseudo-anonymization!

• For	data	anonymization	only	Attribute	Inference	makes	sense!
• Let’s	avoid	mixing-up	concepts!
• Re-identification	=!	De-Anonymization

•We	should	clarify	whether	the	GDPR/WP29	recommends	data	
anonymization	or	de-identification!

[FPF]	A	visual	Guide	to	Practical	Data	De-Identification



Data	Anonymization:	Private	versus	Public	Inferences
• Preventing	all	attribute	inferences	often	lead	to	useless	data	[6]
• So	we	should	distinguish	“private”	from	“public”	inferences
• “public”	inferences:	based	on	a	population	(large	group of	individuals)
• “private”	inferences:	based	on	an	(or	small	group	of)	individuals

• ...and	prevent	“private”	inferences
• Intuition:	“Learning	statistics	about	a	large	population	of	individuals	is	(or	can	
be)	acceptable,	but	learning	how	an	individual	differs	from	the	population	is	a	
privacy	breach.	[7]”!	
• We	should	protect	“outliers”!

• Of	course,	some	“public”	inferences	might	also	be	unacceptable	but	this	should	
be	dealt	by	Ethical	committees.

• So	how	to	practically	distinguish	”public”	from	”private”	inferences?

[7]	A.	Machanavajjhala and	D.	Kifer.	Designing	 statistical	privacy	 for	your	 data.	Commun.	ACM,	Feb.	2015.



Differential	Testing:	
A	Machine	Learning	Based	Process.

• We	assume	we	have	a	micro-data	dataset,	D,	I.e.	list	of	records	defined	
as:	ID:	sensitive	attribute	(example:	name;	address: salary)
• We	anonymized	the	dataset	and	obtain	f(D)…
• We	train	a	ML	algorithm	(Naive	Bayesian,	Neural	Neural,...)	with	the	
anonymized	dataset	as	input	to	predict	the	sensitive	attributes...
• Our	goal:	we	want	to	show	that	for	any	given	user	U	(defined	by	ID),	the	
predicted	attribute	distributions	are	similar	whether	U	was	included	 in	D	
or	no!
• If	these	distributions	are	similar,	 the	inference	was	based	on	a	group	since	the	
inclusion	of	the	user's	record	does	not	impact	the	prediction.



Differential	Testing



Differential	Testing
Similar	or	not?



Differential	Testing

• Notes:	
• As	opposed	to	[3],	we	don’t	consider	the	correctness	of	the	predictions
• But	only	whether	the	2	prediction	distributions	are	similar

[3]	G.	Cormode et	al.	Empirical	privacy	 and	empirical	 utility	of	anonymized	 data.	ICDE,	2013

Similar	or	not?



Conclusion
• We	argue	that	only	attribute	inferences	matter	for	data	anonymization…
• ...	but that	are	”acceptable”	and	“unacceptable”	 inferences.	It	depends	on

1. Basis of	the	prediction:	Public	vs	Private
2. Nature of	the	prediction:	Ethical	Committees

• Our	Differential	Testing	scheme	is
• An	experimental approach	to	evaluate	the	robustness	of	different	anonymization	
schemes	without	having	access	to	the	details	of	the	anonymization	algorithms
• It	only	uses	anonymized	datasets
• The	companies	do	not	have	to	reveal	their	anonymization	scheme,	but	just	an	
oracle	to	it	(black-box	approach)

• Its	model	is	somehow	related	to	differential	privacy	but	more	“experimental”	 (based	on	
ML)

• Still	many	open	questions
• What	should	be	the	properties	of	the	ML	algorithms
• Which	similarity	metrics	and	threshold	to	use?
• …



Thanks	for	your	attention!

Claude.castelluccia@inria.fr
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