AI GOVERNANCE BEST PRACTICES

Introduction:

Continued advances and applications of AI systems (including narrow AI, machine learning, autonomous systems, and robotics), bring both opportunities and risks. Their use implicates complex moral and ethical questions. Companies who design, develop or implement these models have a responsibility to focus on their core values around which to organize their use of these technologies. Because many of the most impactful systems are also the most opaque, the need is even greater for evaluation, understanding, and accountability beyond traditional transparency. 

In both the public and private sectors, we continue to see increasing levels of automation, with associated levels of “autonomy” for the machines in operation – that is, the decreased presence of human interaction, oversight, or review for automated systems. While many of the greatest efficiencies have been identified from human-machine interactions (“augmented” as opposed to “artificial” intelligence systems), the scope and scale of these programs is such that by default, they are largely operating on their own for a significant percentage of the time. In addition, while AI is a general purpose technology, it is more precisely a collection of techniques and systems with a tremendous variety of applications.

For that reason, industry-led internal governance procedures specific to AI systems are critical for ensuring responsible data management and sufficient privacy protections. There are currently a myriad of foundations, publications, and corporate statements outlining the ethical concerns around AI. And this document begins with the importance of establishing an underlying foundation based on an ethical framework. But although these practices draw from many of these discussions of AI ethics, this is not intended as one more ethical overview. Instead, the goal is to provide a more detailed application of these ethical boundaries within a governance structure; that is, the specific tasks, policies, and practices recommended for use in designing particular products, features or services based on AI, and especially Machine Learning program models.

Similarly, these practices assume that organizations using this resource already have real, substantive, privacy-focused data management policies and processes in place. These Best Practices are meant to supplement existing protections, to address the aspects of design and data use implicated by AI that are above and beyond current practice. While AI-specific concerns around particular FIPPS are called out, the basics of privacy management are not reiterated here. The goal of these practices is to assist companies in establishing effective and comprehensive AI data and model governance programs, while including policies and procedures reflecting the ethical implications of data analysis.

1. Ethical Foundations 
Because AI-based systems have such a potential impact on the rights and freedoms of individuals, all companies designing, developing, or implementing AI systems should ensure they align with identified human values, and should take responsibility for the impacts and outcomes, throughout the operation and lifecycle of the system.[footnoteRef:1][footnoteRef:2] [1:  https://www.scu.edu/ethics-in-technology-practice/best-ethical-practices-in-technology/ ]  [2:  http://ai.stanford.edu/blog/ethical-best-practices/] 


· As a minimum threshold, AI systems must be lawful (complying with all applicable laws and regulations); ethical (adhering to defined ethical principles and values) and robust, both from a technical and social perspective since, even with good intentions, AI systems can cause unintentional harm.[footnoteRef:3] [3:  EU Ethics Guidelines for Trustworthy AI] 

· Establish ethical boundaries first, to provide structure to anticipate and prevent identifiable harms.[footnoteRef:4]  [4:  A significant source of the practices contained herein were derived from one-on-one interviews with individual companies, by FPF. Because these interviews were confidential, specific companies will not be identified, and any information derived will be noted as “FPF Governance Interviews.” All interviews took place between September and October, 2018.] 

· In addition to existing company ethics statements, have an AI-specific code of ethics[footnoteRef:5],[footnoteRef:6] as there is necessary value from a technology-specific application. [5:  Darrell M. West, Brookings, The Role of Corporations in Addressing Ethical Dilemmas, September 13, 2018, https://www.brookings.edu/research/how-to-address-ai-ethical-dilemmas/ ]  [6:  FPF Ethics Resource page] 

· Consider the initial decision for adoption of any system as to whether it promotes an overall social benefit – balancing the potential cost/risk to society against that benefit, then ensuring the advantages outweigh the risks, and that the risks can be sufficiently mitigated.[footnoteRef:7] [7:  FPF Governance Interviews.] 

· Create a specified system for resolving tensions or conflicts during conception, design, or development – (harm v. autonomy)[footnoteRef:8] [8:  EU Ethics Guidelines for Trustworthy AI 2.3] 

· Key questions to consider:
· How can this be quantified for the current or proposed use case?
· Does dual use technology pass the threshold for planned use cases?
· Specify commitments to limit technology for purposes the company chooses not to support, such as autonomous weapons, surveillance, or other technology which primary use may violate human rights; such ethical positions must be explicitly defined and cabined.

2.  Corporate Commitment
Companies that deploy AI to drive their services or derive insights from their data must identify the appropriate boundaries and implement the protections required for responsible data use as the core feature of their business operations. 
· Have an AI review board that addresses ethical questions, evaluates initial projects, and reviews deployment with respect to fundamental principles.[footnoteRef:9]  [9:  Darrell M. West, Brookings, The Role of Corporations in Addressing Ethical Dilemmas, September 13, 2018, https://www.brookings.edu/research/how-to-address-ai-ethical-dilemmas/ ] 

· Consider whether Boards should be internal, external, independent, affiliated with the company, or some combination thereof, depending on the specifics of the business model and the scope and scale of AI applications within it.
· Ensure all processes dealing with individual, personal, or sensitive data have the opportunity for intervention via human agency and oversight,[footnoteRef:10] either by default, or in designed response to alerts or other triggers. [10:  EU Ethics Guidelines for Trustworthy AI, p. 15] 

· Ensure systematic “assigned responsibility” – identify who (position or office) is responsible, and their scope of accountability, for AI-based systems, from overall project management to individual modules or features.[footnoteRef:11] [11:  FPF Corporate Interviews] 

· Identify a team for each pilot program.
· Review and discussion about the role and need for external review/third parties/other stakeholders/white hat hackers/researchers or should it be kept internal.
· Integrate a Human review team.
· Ensure that when there is conflict between different sectors (e.g. engineering team, privacy, security, and product) there is a consistent method to escalate the issue. 

3. Privacy by Design[footnoteRef:12]  [12:  FPF, Beyond Explainability (2018), (“...a;; ML projects should begin with clearly documented initial objectives and underlying assumptions.” ] 

In order to ensure privacy is intrinsic in all systems, any AI project should begin with clearly documented initial objectives and underlying assumptions, including desired and undesired outcomes, whether technical or legal. Clear boundaries for appropriate use cases should be explicit from the outset, and the expected consumers of the model should be clearly specified.[footnoteRef:13] [13:  https://fpf.org/wp-content/uploads/2018/06/Beyond-Explainability.pdf; https://www.scu.edu/ethics-in-technology-practice/best-ethical-practices-in-technology/; ] 

· Carry out the company’s commitment via sustained management attention, from the highest levels down.[footnoteRef:14] [14:  EU Ethics Guidelines for Trustworthy AI, page 25; FPF Governance Interviews] 

· Work backwards: review final product and services based on idealized production goals, identify potential issues, evaluate and mitigate them before beginning design.[footnoteRef:15] [15:  FPF Governance Interviews] 

· Think about “the terrible people”[footnoteRef:16] – there will always be those who want to abuse power; preemptively consider the risks from bad actors. [16:  https://www.scu.edu/ethics-in-technology-practice/ethical-toolkit/] 

· Design “appropriately cautious” AI.[footnoteRef:17] Create a design process that frames the initial planning based around the following concerns: [17:  Google, AI at Google: Our Principles (Jun. 7, 2018), https://www.blog.google/technology/ai/ai-principles/.] 

· What are the systems weaknesses?
· What are the potential accidents, misuse cases, or negative circumstances? Are there other identifiable sources of harm?
· What is the scope of potential damage/magnitude of identifiable harms, whether from accident or misuse? What are the likelihood, timeline, and potential mitigation strategies for each harm?
· Consider the expected lifecycle of the model.[footnoteRef:18] [18:  Beyond Explainability, page 8] 

· Apply FIPPS,[footnoteRef:19] ensure appropriate notice/consent structures are in place.[footnoteRef:20] [footnoteRef:21]  [19:  http://oecdprivacy.org/; or https://www.dhs.gov/publication/fair-information-practice-principles-fipps-0]  [20:  Google, AI at Google: Our Principles (Jun. 7, 2018), https://www.blog.google/technology/ai/ai-principles/.]  [21:  Intel, Artificial Intelligence: The Public Policy Opportunity,  (2017) at 3, https://blogs.intel.com/policy/files/2017/10/Intel-Artificial-Intelligence-Public-Policy-White-Paper-2017.pdf .] 

· Create a mechanism to put privacy policies into place, including tools, training, and education.
· Focus on the challenges of purpose or use limitation in machine learning systems:[footnoteRef:22] [22:  FPF, The Expert’s Guide to Artificial Intelligence and Machine Learning (October 2018), at 8 (“...data minimization principles remains applicable, and requires that the data collected is appropriate and limited to what is necessary for the particular purpose”).] 

· Be aware of the dangers in recycling information collected for other purposes, such as training data sets.[footnoteRef:23] [23:  Norwegian Data Protection Authority, Artificial Intelligence and Privacy (2018) at 17, https://www.datatilsynet.no/globalassets/global/english/ai-and-privacy.pdf (for example, information from a user’s Facebook page fed into an algorithm to determine ability to obtain a mortgage from the bank).] 

· In cases where data is used for a purpose other than for which it was collected, consider if the new purpose is compatible with the original one (keeping in mind the exception for scientific research under various legislative frameworks).
· Consider: nature, scope, context, and purpose of the process, as well as use of “new” technology.[footnoteRef:24] [24:  Norwegian Data Protection Authority, Artificial Intelligence and Privacy (2018) at 25, https://www.datatilsynet.no/globalassets/global/english/ai-and-privacy.pdf] 

· Implement Data Minimization through: 
· Documenting model requirements.[footnoteRef:25] [25:  Beyond Explainability; FPF Governance Interviews] 

· Continuous attention on data minimization, eliminating attributes not useful/revealing.
· Develop or apply tools to measure what (how much) data is sufficient for the stated purpose.[footnoteRef:26] [26:  Norwegian Data Protection Authority, Artificial Intelligence and Privacy (2018) at 12, 19 https://www.datatilsynet.no/globalassets/global/english/ai-and-privacy.pdf (posits one method which is to begin with a restricted set of training data and then monitor accuracy, while model is fed the data. The learning curve tool allows a technologist to see when the data has “flattened,” add new data to see if training value is added. If not, then do not add that data; other methods include generative adversarial networks (GAN) to generate synthetic data, federated learning, and matrix capsules (p.26).] 

· Design machines that accord with human values.[footnoteRef:27] [27:  Darrell M. West, What is Artificial Intelligence?, Brookings (Oct. 4, 2018), https://www.brookings.edu/research/what-is-artificial-intelligence/ (arguing that there are three qualities that constitute AI: 1. Intentionality; 2. Intelligence; and 3. Adaptability. All three must accord with basic human values); This can especially be true regarding automation (Norwegian Data Protection Authority, Artificial Intelligence and Privacy (2018) at 19 https://www.datatilsynet.no/globalassets/global/english/ai-and-privacy.pdf).] 

· Prioritize technical robustness and safety.[footnoteRef:28] [28:  EU Ethics Guidelines for Trustworthy AI, p. 14] 

· Engage in risks vs harm analysis:[footnoteRef:29] [29:  A credit card company, for example, might want to predict a customer’s creditworthiness, but “creditworthiness” is a rather nebulous concept. In order to translate it into something that can be computed, the company must decide whether it wants to, say, maximize its profit margins or maximize the number of loans that get repaid. It could then define creditworthiness within the context of that goal. https://medium.com/mit-technology-review/this-is-how-a-i-bias-really-happens-and-why-its-so-hard-to-fix-369a864b4be7 ] 

· Test in constrained environments and monitor post-deployment in appropriate cases. Risks must be subject to planning and mitigate efforts aligned with their potential harms.[footnoteRef:30]  [30:  https://futureoflife.org/ai-principles/?cn-reloaded=1&cn-reloaded=1] 

· Consider impact on vulnerable or marginalized populations.
· Aggressively recruit representative voices; do not make or allow assumptions.
· If an AI system causes harm, it should be possible to ascertain why.[footnoteRef:31] [31:  https://futureoflife.org/ai-principles/?cn-reloaded=1&cn-reloaded=1] 

· Identify or create standardization, where possible; evaluate and document throughout design and implementation stages.
· Mandate the application of equivalent care and principles to third party models, code, or data (received or provided among business partners).
· Design company or product-specific checklists[footnoteRef:32] and toolkits.[footnoteRef:33] [32:  Beyond Explainability, pg 8; EU Guide to Trustworthy AI, pg. 26]  [33:  https://www.intel.ai/ai-ethics-toolkits/#gs.27k90i; Intel compendium of resources for ethics checklists, nonprofit data management; smart cities open data risk management; bias assessments; algorithmic evaluations; LIME; and various other tools.] 


4. Data Use 
The potential for AI training datasets or research results to be used in ways resulting in individual or social harms is significant; developers must be aware of and consider the misuse of resources and implement technological and policy limits accordingly.[footnoteRef:34] [34:  NEC Group AI Principles, pg 1. https://www.nec.com/en/press/201904/images/0201-01-01.pdf] 

· To the extent possible, consider the variety of standardized means of communicating dataset and AI services, including requirements for formal requests, review stages, and precise terms of access.[footnoteRef:35] [35:  http://ai.stanford.edu/blog/ethical-best-practices/] 

· “Liberate Data Responsibly.”[footnoteRef:36] [36:  Intel, Artificial Intelligence: The Public Policy Opportunity,  (2017) at 3,6, https://blogs.intel.com/policy/files/2017/10/Intel-Artificial-Intelligence-Public-Policy-White-Paper-2017.pdf .] 

· De-identify data, with special attention to sensitive data such as medical records, genomic information, etc. 
· Work across sectors to solve problems of de-identification.
· For example, where possible, analyze data in encrypted but separate data sets.
· Aggregate data when possible, rather than silo into individual categories.[footnoteRef:37] [37:  FPF Governance Interviews] 

· Ensure Data quality[footnoteRef:38] [footnoteRef:39] [38:  The Public Voice, Universal Guidelines for Artificial Intelligence (Oct. 23, 2018), https://thepublicvoice.org/ai-universal-guidelines/.]  [39:  FPF, Beyond Explainability: A Practical Guide to Managing Risk in Learning Models (2018), at 4 (“Understanding the quality of the data fed into a model is a key component of model risk and should include an analysis of: completeness, accuracy, consistency, timeliness, duplication, validity, availability, and provenance.   ] 

· Establish data source and provenance for all data and assure quality and relevance for the data input.[footnoteRef:40] [40:  FPF Governance Interviews] 

· Data should be robust and accurate.[footnoteRef:41] [41:  Norwegian Data Protection Authority, Artificial Intelligence and Privacy (2018) at 12, https://www.datatilsynet.no/globalassets/global/english/ai-and-privacy.pdf (for example, the Norwegian Tax Administration developed a predictive tool to select which tax returns to check for errors or tax evasion. They tested 500 different variables, but only included 30 different variables in the final model. This shows that it is not always necessary to use all data/variables to achieve a purpose).] 

· Continuously and consistently test data hygiene, outputs, and storage.[footnoteRef:42] [42:  FPF Governance Interviews] 

· Establish policies and oversight to ensure consistency in working with data throughout the company, and among partner organizations. 
· Require consistency in flagging, tagging, setting rules in a model, and other data use practices[footnoteRef:43].  [43:  Joshua A. Kroll et al., Accountable Algorithms, 165 Penn. L. Rev. 633 (2017), https://scholarship.law.upenn.edu/cgi/viewcontent.cgi?article=9570&context=penn_law_review (provides techniques to assure decisions are made with procedural regularity, meaning that decisions are made under an announced set of rules consistently applied in each case).] 

· Engage in bias reviews.[footnoteRef:44] Consider all vectors of potential bias: via data inputs, model design, or subsequent model adjustments based on implementation results. [44:  FPF Governance Interviews] 

· Monitor the underlying data - Input data should be monitored to detect “data drift”, in which production data differs from training data, with an emphasis on how such drift might impact model performance.[footnoteRef:45] [45:  FPF, Beyond Explainability (2018), at 5] 

· Consider establishing or engaging with “data trusts” to facilitate sharing of data between organizations.[footnoteRef:46] [46:  https://publications.parliament.uk/pa/ld201719/ldselect/ldai/100/100.pdf] 

· Process all personal information in the interests of the model customers and recipients.  Protect and use all data in accordance with reasonable expectations.[footnoteRef:47] [47:  Norwegian Data Protection Authority, Artificial Intelligence and Privacy (2018) at 16, https://www.datatilsynet.no/globalassets/global/english/ai-and-privacy.pdf.] 


5. Fairness and Bias
[bookmark: _GoBack]There is nothing in the public perception so critical to the trust and confidence in AI systems as the concept of bias. Data can either inaccurately represent reality (incomplete or insufficiently representative datasets), or it can represent existing systemic biases, detrimental to particular individuals or groups. Model design choices can also introduce bias in outputs.[footnoteRef:48] [footnoteRef:49]  [48:  NEC Group AI Principles, pg 1.]  [49:  Beyond Explainability] 

· Implement mitigation strategies; include validation against independent datasets, or output analysis to detect proxies.
· At a minimum, seek to prevent arbitrary discrimination by not collecting or using information related to sensitive categories (such as racial or ethnic origin, genetic status, religion, etc.) except where such factors are required to achieve the purpose of the model.[footnoteRef:50] [50:  Norwegian Data Protection Authority, Artificial Intelligence and Privacy (2018) at 16, https://www.datatilsynet.no/globalassets/global/english/ai-and-privacy.pdf (citing the system for bail sentencing that discriminated against black defendants: https://www.propublica.org/article/machine-bias-risk-assessments-in-criminal-sentencing).] 

· Prioritize practices to evaluate for bias concerns throughout entire life-cycle of the data (collection, training, test, and implementation or real-world data).[footnoteRef:51] [footnoteRef:52] [51:  FPF, Beyond Explainability (2018), at 5, (“evaluation for bias should occur at all stages of model design and implementation, and throughout each line of defense”).]  [52:  EU Ethics Guidelines for Trustworthy AI, p. 14] 

· Consider the different standards of fairness, and trade-offs therein, and choose the definition that is most applicable to the product and business model.[footnoteRef:53] [footnoteRef:54] [53:  Jon Kleinberg et al., Inherent Trade-Offs in the Fair Determination of Risk Scores, ITCS (2017), https://arxiv.org/pdf/1609.05807.pdf.]  [54:  https://www.youtube.com/watch?v=jIXIuYdnyyk] 

· Document all design choices concerning fairness and bias decisions.
· Carry out disparate impact assessments.[footnoteRef:55] [55:  SIIA, Ethical Principles for Artificial Intelligence and Data Analytics (Sept. 15, 2017) at 8-13, http://www.siia.net/Portals/0/pdf/Policy/Ethical%20Principles%20for%20Artificial%20Intelligence%20and%20Data%20Analytics%20SIIA%20Issue%20Brief.pdf?ver=2017-11-06-160346-990; Joshua Kroll et al., Accountable Algorithms, 165 Penn. L. Rev. 633 (2017), https://scholarship.law.upenn.edu/cgi/viewcontent.cgi?article=9570&context=penn_law_review (includes examples of recent computer science work on detecting and removing discrimination in algorithms, especially in the context of big data and machine learning).] 

· Ensure sufficiently different-sourced data for testing than training, such that implicit biases will be identified.
· Detect feedback loops[footnoteRef:56][footnoteRef:57]; design with the understanding that ethical design and engineering is never a finished task.[footnoteRef:58] [56:  FPF, Beyond Explainability, at 6]  [57: https://www.theverge.com/2019/3/8/18256223/humans-guide-machine-intelligence-kartik-hosanagar-algorithms-decision-making-interview ]  [58:  https://www.scu.edu/ethics-in-technology-practice/ethical-toolkit/ ] 


6. Transparency
The decisions or outcomes affecting an individual’s quality of life, autonomy, or range of opportunity should be justifiable with language that can be understood by the person impacted, or subject to the consequences of its use.[footnoteRef:59] [59:  NEC Group AI Principles, pg 1; https://www.scu.edu/ethics-in-technology-practice/best-ethical-practices-in-technology/;  ] 

· Ensure all use of AI-based systems is disclosed to those using a service or being evaluated in any way.
· Be able to explain decisions and outcomes of AI-based systems, at a minimum, at the level of explanation and understanding expected from a human-based process for the same purpose.[footnoteRef:60] [60:  https://www.montrealdeclaration-responsibleai.com/the-declaration] 

· Document all decisions during development, training, and implementation that involve tradeoffs (levels of acceptable bias); establishing thresholds; or other design choices where potential harms are considered.
· Communicate traceability and explainability to the extent possible.[footnoteRef:61] [footnoteRef:62] [61:  EU Ethics Guidelines for Trustworthy AI, p. 14]  [62:  Norwegian Data Protection Authority, Artificial Intelligence and Privacy (2018) at 19, https://www.datatilsynet.no/globalassets/global/english/ai-and-privacy.pdf (discussing a balancing between commercial interests and personal rights).] 

· Establish expectations for trusted systems. Disclose auditing and accountability results, where applicable, to provide credibility for stated standards.
· Provide clear disclosure of collected data, use cases, and processing techniques.[footnoteRef:63] [63:  SIIA, Ethical Principles for Artificial Intelligence and Data Analytics (Sept. 15, 2017) at 12, http://www.siia.net/Portals/0/pdf/Policy/Ethical%20Principles%20for%20Artificial%20Intelligence%20and%20Data%20Analytics%20SIIA%20Issue%20Brief.pdf?ver=2017-11-06-160346-990.] 

· Where possible, provide explanations on how models make their decisions including key factors and weighting.[footnoteRef:64] [footnoteRef:65] [64:  https://venturebeat.com/2018/06/22/ai-weekly-the-growing-importance-of-clear-ai-ethics-policies/ ]  [65:  SIIA, Ethical Principles for Artificial Intelligence and Data Analytics (Sept. 15, 2017) at 12-13, http://www.siia.net/Portals/0/pdf/Policy/Ethical%20Principles%20for%20Artificial%20Intelligence%20and%20Data%20Analytics%20SIIA%20Issue%20Brief.pdf?ver=2017-11-06-160346-990.] 

· Provide descriptions and outputs of alternate risk management accountability processes when systems become too complex to explain using traditional methods.[footnoteRef:66] [footnoteRef:67] [66:  Andrew D. Selbst & Solon Barocas, The Intuitive Appeal of Explainable Machines, 87 Fordham L. Rev. 1085 (2018), https://papers.ssrn.com/sol3/Papers.cfm?abstract_id=3126971 (arguing that in order to understand the rules of algorithms/models, there must be explanations of the process behind the model’s development, not just explanations of the model itself).]  [67:  Norwegian Data Protection Authority, Artificial Intelligence and Privacy (2018) at 19, https://www.datatilsynet.no/globalassets/global/english/ai-and-privacy.pdf.] 

· Include information on risks, safeguards, rules, and individual rights regarding processing.[footnoteRef:68] [68:  Norwegian Data Protection Authority, Artificial Intelligence and Privacy (2018) at 19, https://www.datatilsynet.no/globalassets/global/english/ai-and-privacy.pdf.] 

· Provide accessible ways to grant customers information about their own records or personal data, with non-trivial opportunities for edition and deletion. 
· Where necessary or appropriate, create educational resources and public awareness materials regarding the social, legal, and ethical impact of AI-based products and services.

7. Security
Companies that collect, create, or infer information about individuals have the responsibility to ensure that information is accurate, protected, and secure from unauthorized access or use.
· Identify and adopt sufficiently robust security practices, systems, and standards commensurate with the risk of the data and systems in use.
· Develop technical, legal, and contractual protections to facilitate implementation, review, and redress for security risks and events.
· Emphasize security as a process, throughout the company and over the entire data or model life-cycle.
· Implement privacy-enhancing technologies such as encryption, anonymization, and pseudonymization to protect subject identity and limit harmful intervention.[footnoteRef:69] [69:  Norwegian Data Protection Authority, Artificial Intelligence and Privacy (2018) at 18 https://www.datatilsynet.no/globalassets/global/english/ai-and-privacy.pdf.] 

· Practice disaster planning and crisis response.[footnoteRef:70] [70:  https://www.scu.edu/ethics-in-technology-practice/best-ethical-practices-in-technology/ ] 


8. Accountability and Auditing
Organizations which develop, disseminate and profit from AI-based systems and services must acknowledge their obligation to facilitate public trust in these systems with an internalized review system to objectively and sufficiently validate the reliability of outcomes.[footnoteRef:71][footnoteRef:72] [71:  https://www.scu.edu/ethics-in-technology-practice/best-ethical-practices-in-technology/ ]  [72:  http://www.eismd.eu/wp-content/uploads/2019/03/AI4People%E2%80%99s-Ethical-Framework-for-a-Good-AI-Society.pdf] 

· Establish and maintain ongoing monitoring of all systems that “learn” from their own outputs.[footnoteRef:73][footnoteRef:74] [73:  FPF, Beyond Explainability, at 7 (“all...analysis and testing, especially testing focused on bias within the model, should be clearly documented - both to serve as proof of attempts to minimize or avoid undesired outcomes and to help members of the second and third lines of defense to evaluate and understand the project’s development and potential risks”]  [74:  FPF, Beyond Explainability (2018), at 6.] 

· Incorporate clearly defined roles for direction and control by humans.[footnoteRef:75][footnoteRef:76] [75:  Darrell M. West, Brookings, The Role of Corporations in Addressing Ethical Dilemmas, September 13, note 5, 2018, https://www.brookings.edu/research/how-to-address-ai-ethical-dilemmas/ (“implement training programs so staff operationalizes ethical considerations in their daily work”)]  [76:  Google, AI at Google: Our Principles (Jan. 7, 2018), https://www.blog.google/technology/ai/ai-principles/.] 

· Conduct internal privacy reviews and privacy impact assessments for all AI-based systems.[footnoteRef:77][footnoteRef:78] [77:  Darrell M. West, Brookings, The Role of Corporations in Addressing Ethical Dilemmas, September 13, 2018, https://www.brookings.edu/research/how-to-address-ai-ethical-dilemmas/ (“companies should set up internal AI review boards”).]  [78:  Jerome Pesenti, AI at F8 2018, Facebook (May 2, 2018), https://code.fb.com/ml-applications/ai-at-f8-2018-open-frameworks-and-responsible-development/.] 

· Establish internal oversight functions and employ external verification requirements. Produce public reports of outcomes, including system failures and redress actions.[footnoteRef:79] [79:  Intel, Artificial Intelligence: The Public Policy Opportunity,  (2017) at 8, https://blogs.intel.com/policy/files/2017/10/Intel-Artificial-Intelligence-Public-Policy-White-Paper-2017.pdf .] 

· Include reproducibility testing to the extent possible, or other risk management tools for explainability and transparency purposes; document all such evaluations.[footnoteRef:80] [80:  EU Ethics Guidelines for Trustworthy AI, p. 17] 

· Include internal or external certifications as or when they become available.[footnoteRef:81] [81:  IEEE initiative [get reference]] 

· Develop review mechanisms outside the design and implementation protections to identify unwanted consequences such as unfair bias.[footnoteRef:82] [82:  http://www.eismd.eu/wp-content/uploads/2019/03/AI4People%E2%80%99s-Ethical-Framework-for-a-Good-AI-Society.pdf] 

· Establish metrics for levels of confidence or trustworthiness, either based on internal standards, or according to industry-wide norms; offer benchmarking.
· Develop mechanisms to deal with high-risk contexts for AI-intensive or high-impact sectors or use cases.[footnoteRef:83] [83:  http://www.eismd.eu/wp-content/uploads/2019/03/AI4People%E2%80%99s-Ethical-Framework-for-a-Good-AI-Society.pdf] 

· Revise policy and management decisions accordingly with systems and maintenance updates.[footnoteRef:84]  [84:  FPF Governance interviews (multiple inputs)] 

· Develop AI training programs that show how various coding decisions have been made.[footnoteRef:85][footnoteRef:86] [85: Darrell M. West, Brookings, The Role of Corporations in Addressing Ethical Dilemmas, September 13, 2018, https://www.brookings.edu/research/how-to-address-ai-ethical-dilemmas/ ]  [86:  Darrell M. West, Brookings, The Role of Corporations in Addressing Ethical Dilemmas, September 13, 2018, https://www.brookings.edu/research/how-to-address-ai-ethical-dilemmas/ (“Companies should have AI audit trails that explain how particular algorithms were put together or what kinds of choices were made during the development process. This can provide some degree of “after-the-fact” transparency and explainability to outside parties”).] 

· Create centralized, internal tools.[footnoteRef:87] [87:  Jerome Pesenti, AI at F8 2018, Facebook (May 2, 2018), https://code.fb.com/ml-applications/ai-at-f8-2018-open-frameworks-and-responsible-development/.] 

· Monitor the underlying data;[footnoteRef:88] monitor input data to detect “drift,” where production data differs from training data (and corresponding evaluation of the effect of identified drift). [88:  FPF, Beyond Explainability (2018), at 5 (“separating the model from the underlying infrastructure allows for vigorous testing of the model itself and the surrounding processes. ] 

· Make people accountable[footnoteRef:89]; make alerts actionable[footnoteRef:90][footnoteRef:91]; specify initial notifications and designated reviewers at determined intervals to review responses and outcomes. [89:  EU Ethics Guidelines for Trustworthy AI, p. 14]  [90:  FPF, Beyond Explainability (2018), at 5 (proposing an alert system to detect potentially undesired changes in model behavior to warn data owners and data scientists of change).  ]  [91:  Darrell M. West, Brookings, The Role of Corporations in Addressing Ethical Dilemmas, September 13, 2018, at note 6  https://www.brookings.edu/research/how-to-address-ai-ethical-dilemmas/, (“provide a means for remediation when AI solutions inflict harm or damages on people or organizations”) ] 

· Be willing to remove models from production.[footnoteRef:92] [92:  Beyond Explainability (page 6)] 

· Conduct pre-mortems and post-mortems for all identified risk scenarios.[footnoteRef:93] [93:  https://www.scu.edu/ethics-in-technology-practice/ethical-toolkit/ ] 




ANNEX A

More on Bias[footnoteRef:94] [94:  https://www.intel.ai/ai-ethics-toolkits/#gs.27k90i ] 
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